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1. Introduction

The evaluation of standard uncertainty using type A methods 
is an essential part of an experimenter’s task to derive from a 
series of observations, obtained under specified precision con-
ditions, a value for the quantity of interest and the associated 
standard uncertainty. Type A methods include, among others, 
the calculation of a mean and standard deviation from a single 

series of observations, analysis of variance (ANOVA), and 
regression analysis [1]. The type A methods currently given 
in the Guide to the expression of Uncertainty in Measure-
ment (GUM) are considered to be ‘frequentist’ [2, 3]. The 
Monte Carlo methods of GUM-S1 (GUM Supplement 1) [4] 
and GUM-S2 (GUM Supplement 2) [5] on the other hand are 
considered to be ‘Bayesian’. One of the stated objectives of 
the revision of the GUM is to make it consistent by giving 
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Abstract
One of the aims of the revision of the Guide to the expression of Uncertainty in Measurement 
(GUM), is to make it self-consistent as the current edition would combine frequentist and 
Bayesian statistical methods. The methods for type A evaluation of standard uncertainty 
in the GUM are considered to be ‘frequentist’ and hence would have to be replaced by 
their Bayesian counterparts. The aim of this paper is to propose Bayesian methods for four 
mainstream type A evaluations of standard uncertainty, based on the same assumptions as 
those underlying the current methods for type A evaluation given in the GUM. Specific 
attention is given to the computational aspects of the Bayesian methods. An approach 
involving weakly informative prior distributions is proposed to ensure a proper posterior 
distribution, still allowing the data to dominate it. The applications for which Bayesian 
methods are proposed include the calculation of a mean of a series of observations, analysis 
of variance, ordinary least squares and errors-in-variables regression. Examples H.3 (ordinary 
least squares) and H.5 (analysis of variance) from the GUM are reworked accordingly.

The second aim of this paper is to propose Bayesian methods for type A evaluation that 
take the information typically available in metrology into account in the form of weakly 
informative prior distributions. These methods can applied in a wide variety of situations. By 
comparing the results from the proposed Bayesian methods involving weakly informative 
priors with their classical counterparts, it is seen that in most instances these methods give 
very similar estimates and standard uncertainties as classical methods do under the same 
conditions and assumptions. Estimates are often identical up to the last meaningful digit, 
and the standard uncertainties are usually slightly yet persistently larger in comparison to its 
classical counterpart. In many cases these differences turn out to have limited or little practical 
meaning, save in the case of a small series of observations, where the differences in the 
computed standard uncertainty of the mean is larger.
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guidance for, among others, type A evaluation of standard 
uncertainty using Bayesian methods [6–8].

Making the GUM ‘Bayesian’ has substantial practical 
implications, for the calculations in Bayesian analysis are 
often much more involved than those in the GUM and GUM-
S1. Both the law of propagation of uncertainty from the GUM 
and the Monte Carlo method are already perceived as difficult 
by many experimenters and metrologists. Bayesian inference 
requires the elicitation of prior probability distributions for the 
model parameters (such as the mean and standard deviation 
for a series of observations), the knowledge how to work with 
probability density functions in general, and often the use of 
Markov Chain Monte Carlo methods (MCMC) [9, 10].

Bayesian methods combine prior knowledge about the 
parameters in the model with data to compute the posterior 
probability distribution (posterior). The prior knowledge is 
encapsulated in a (joint) probability density function, called 
the (joint) prior probability density function (prior). The 
distribution describing the data, viewed as a function of its 
parameters is called the likelihood [9]. Often but not always, 
one of the parameters in the model is the quantity of interest. 
Just as in the case of the Monte Carlo methods of GUM-S1 
and GUM-S2 [4, 5], from the posterior an estimate for the 
parameter, the standard uncertainty and a coverage interval 
can be readily obtained, among others. As shown in section 3, 
the software environment chosen for developing the models 
provides the necessary tools to readily obtain the most rel-
evant data from the posterior.

The well-known controversy between ‘frequentist’ and 
‘Bayesian’ statistics lies in the use of priors [11, 12] and their 
possible impact on the outcome of a calculation. Bayesian 
methods are sometimes categorised into ‘objective’ and ‘sub-
jective’ methods, where the ‘objective’ Bayesian methods 
are ignorant about any prior knowledge, whereas ‘subjective’ 
methods do take prior knowledge into account [13].

In principle, the measurement model as as contemplated 
in the GUM [1] can be used for Bayesian inference [14]. 
The models underlying the methods for type A evaluation of 
standard uncertainty are however not measurement models in 
the GUM meaning. They are described in the literature using 
various names, e.g. as ‘observation equations’ [14–16], ‘sta-
tistical models’ [17], or ‘error models’ [18]. These models 
provide a relationship between the measurement data and one 
or more parameters. All statistical models used in this paper 
are linear models. Four mainstream type A evaluations of 
standard uncertainty are revisited, namely

 (a)  mean and standard deviation from a series of normally 
distributed observations (section 4); 

 (b)  analysis of variance (section 5); 
 (c)  ordinary least squares (section 6); 
 (d)  errors-in-variables regression (section 7).

In revisiting these evaluations, models are described and 
implemented which do not take any prior knowledge into 
account.

To make Bayesian methods more accessible to the experi-
menter, and at the same time being reluctant about including 
much prior information, Bayesian models are proposed for the 

four common type A evaluations of standard uncertainty as 
listed previously, based on weakly informative priors. These 
priors take information into account such as the precision of 
the method, the nominal value of a quantity or other informa-
tion commonly available in measurement. Notwithstanding 
that these priors are not completely ignorant about prior 
knowledge, they usually allow the data to dominate the poste-
riors. As shown in section 4, the ‘weakly-informative’ behav-
iour can be verified using a sensitivity analysis [9]. At the 
same time, these priors ensure that the posteriors are proper, 
improve the performance of the Markov Chain Monte Carlo 
method [19], and often they perform computationally better, 
especially in hierarchical models (e.g. analysis of variance, 
regression), than non-informative priors [9, 20].

In the description of the application, the emphasis is put 
in the first place on constructing the model and performing 
the calculations. Secondly, the output of the Bayesian model 
is compared with that of its classical counterpart. The exam-
ples H.3 (ordinary least squares) and H.5 (analysis of vari-
ance) from the GUM [1] are reworked in sections 6 and 5 of 
this paper respectively. The description is preceded by a brief 
overview over Bayesian analysis (section 2) and a summary of 
the computational framework used for the Bayesian analysis 
in section 3.

2. Bayesian analysis and the GUM

As stated in the introduction, the Monte Carlo method of 
GUM-S1 (GUM Supplement 1) [4] is considered to be 
‘Bayesian’. It is however so in a very specific fashion, and 
for one problem only, namely a series of independent, iden-
tically distributed (IID) observations, having a normal dis-
tribution with unknown mean µ and variance σ2. GUM-S1 
starts with assigning a specific non-informative joint prior 
to the param eters of interest (µ,σ2). Using Bayes’ rule, this 
prior is updated with the likelihood to obtain a joint posterior  
[4, clause 6.2]. As will become clear in the section on ANOVA 
(section 5), this model is not readily extendible to hierarchical 
models, which are very widely used in interlaboratory studies 
[21, 22], between-bottle homogeneity studies in reference 
material production [23–26] and elsewhere.

The narrow view on Bayesian methods in GUM-S1 
results in the inability of the model [4, clause 6.2] to prop-
erly describe the common situation where n  =  2 or n  =  3 
observations are generated during the measurement, and 
subsequently used in the calculation of the result (measure-
ment value and uncertainty). The posterior for the quantity of 
interest is the t-distribution with parameter values ȳ (the mean 
of the series of observations), s2/n (the variance of the mean) 
and ν = n − 1 (the number of degrees of freedom, where n 
denotes the number of observations in the series). Recently 
an approach was described which truncates the uniform prior 
on σ2, which leads for n  =  2 or n  =  3 to a posterior with an 
existing mean and variance [27]. This prior is however no 
longer ‘non-informative’.

In metrology, often prior knowledge is available. No com-
petent laboratory would take measurements without knowing 
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the precision of the methods and procedures it uses. In the 
simplest case, the laboratory demonstrates that it operates in 
accordance with the repeatability and reproducibility limits of 
the standard test method, whereas in others it establishes its 
own precision data and monitors these. Such data can then 
be used to assign a weakly informative prior for the standard 
deviation (a scale parameter), such as the half-Cauchy dis-
tribution [20]. For location parameters, such as the mean 
of a normal or t-distribution, often the nominal value of the 
quantity of interest can be used. For example, in substitu-
tion weighing using two weights of the same nominal mass 
(see, e.g. EA 4/02 example S2 [28]), a suitable prior for the 
observed mass differences would be a normal distribution or 
t-distribution with mean zero and a suitably large variance. 
This variance could be elicited from, e.g. the knowledge about 
the repeatability of weighing, the OIML class of the weights 
[29]. A similar approach could be applied for a parameter 
describing the temperature of one of the fixed points on the 
temperature scale.

Using the Bayesian paradigm, a preferable solution would 
be to use the standard deviation (variance) observed from, e.g. 
previous measurements, quality control or method validation 
(as described in, e.g. ISO/IEC 17025 [30] and ISO 15189 [31]) 
to construct a prior for the variance parameter σ2 in the model 
that takes into consideration the experimenter’s knowledge. 
This idea is neither mentioned in GUM-S1 [4] nor widely 
applied, for practitioners feel that such an approach would 
give too much credit to the standard deviation obtained from 
quality control or method validation, because this standard 
deviation might be less representative for a number of rea-
sons (e.g. changes in the conditions of measurement, different 
sample/artefact subject to measurement) [8]. A Bayesian 
model that implements this idea is described by Gelman et al 
[9, section 3.3] using conjugate priors for µ and σ2. Conjugate 
means that the probability density function of the prior and 
posterior belong to the same family [9, 32]; it enables often 
the calculation of the parameters of the posterior directly from 
the data and the parameters of the prior. Such an approach is 
of course no longer ‘objective’, notwithstanding that there is 
little personal interpretation in this case, other than declaring 
the method validation and quality control data relevant for the 
measurement at hand, which is of course the whole idea of 
validating methods and procedures prior to use and checking 
their performance, as required by documentary standards 
describing competence in measurement [30, 31].

In this paper, a broader view than the one contemplated 
in GUM-S1 is taken on using Bayesian inference by recom-
mending the use of weakly informative priors where possible. 
Such priors, when appropriately chosen, still allow the data 
to dominate the posterior, yet improve the performance of 
the Monte Carlo methods often required to compute a sample 
of the posterior [33]. Weakly informative priors can also be 
used to overcome the issue of ‘lack-of-representativeness’ of 
method validation or quality control data, for the remaining 
doubt can be modelled when choosing the form of the prior 
and its parameters.

Returning to the view that GUM-S1 and GUM-S2 [4, 5] 
take with respect to ‘Bayesianism’, there is more to be said 

about being ‘objective’. Objective Bayesian methods come 
for the experimenter with the additional difficulty of having 
to demonstrate that the posteriors are proper, i.e. that the pos-
teriors are fulfilling the requirements of a probability distri-
bution. This is not guaranteed, as many non-informative and 
reference priors are improper [9] and it is not guaranteed that 
the product of an improper prior with a proper likelihood will 
yield a proper posterior [9, 14]. The mathematics needed are 
quite involved. Such proof has to be delivered for each and 
every Bayesian model involving improper priors again, for it 
cannot be taken for granted that if a particular improper prior 
works in one model it will do so in an other. In the section on 
ANOVA (section 5), it will be shown that a non-informative 
prior for a variance that leads to a proper posterior in the case 
of a mean and variance (section 4), and in the case of OLS 
(section 6) does not so in a hierarchical model.

3. Computational framework

In most real-world situations, Bayesian computations are 
much more involved than their classical counterparts. Only 
in a very limited number of cases, analytic expressions exist 
for, e.g. the mean and standard deviation of a parameter after a 
Bayesian inference [10]. Such cases typically involve the use 
of non-informative, conjugate or semi-conjugate priors [32]. 
Whereas in developing Bayesian models such priors can be 
convenient as a starting point [9], priors should be elicited on 
the knowledge at hand [34] and the resulting posterior may 
not be available in analytic form. Under these circumstances, 
a special kind of Monte Carlo method, Markov Chain Monte 
Carlo (MCMC) [9] is required.

Weakly informative priors are often appropriate in 
metrology (see section 2), but using such priors often implies 
that MCMC is required to generate a sample from the pos-
terior. From this sample, the mean, standard deviation, and 
coverage interval, among others, can be computed. These 
methods can be implemented in various ways, but require 
resources well beyond those usually employed for data pro-
cessing in metrology (e.g. mainstream spreadsheet software). 
Furthermore, coding models involving MCMC requires a great 
deal of knowledge about the properties and performance of 
these computational methods sampling and simulation tech-
niques, and ways to evaluate the performance of the calculation.

For the implementation of the models presented in this 
paper, a versatile computational environment has been looked 
for. This environment should ideally not care about con-
jugate distributions, be reasonably easy to use, and provide 
the output in a form that it can readily be used. One of such 
environments would be BUGS [35, 36], but that has not been 
recently maintained nor updated. Eventually the choice was 
made in favour of Stan [9, 19, 37], which does not imply 
that other environments (e.g. BUGS, JAGS [38–40]) could not 
have been used also. One of the advantages is that the sampler 
in Stan configures itself provided that the model is reason-
ably well parameterised, thus taking away another burden 
from the experimenter, namely to configure the MCMC for 
each and every model and dataset [9].
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Hence, all calculations involving MCMC were imple-
mented in R [41], using the package RStan [37]. This package 
enables writing the models in a specific language called Stan 
[9]. To monitor the performance of the MCMC methods, the 
statistic R̂ was used; this parameter is defined as [9]

R̂ =

√
n − 1

n
+

1
n

B
W

where B and W are the between-chain and within-chain vari-
ance, and n is the length of the chain. At convergence, R̂ ≈ 1 
for each scalar parameter in the model. Furthermore, trace 
plots [9] were used for inspecting the behaviour of the chains 
in the MCMC calculation. Multiple chains can be used and 
combined, which is not a property of all samplers [9, 10].

When performing the MCMC calculations, four chains of 
sufficient length were used. The efforts in optimising the chain 
length have been kept to a minimum, as the computation is fast 
and the only concern has been that the values for the param-
eters could be reproduced to all meaningful digits. It should be 
emphasised that these calculations, like all Monte Carlo calcul-
ations, give slightly different answers each time the calcul-
ation is run. As long as these differences are small enough to 
be meaningless, the calculation was deemed sufficiently accu-
rate. The output from a Stan-model provides a standard error, 
which is a measure for the error in the MCMC calculation. This 
parameter is helpful in determining an appropriate chain length, 
for it gives an indication how close the outcome of a next run 
of the MCMC calculation is expected to be to the present one.

4. Mean and standard deviation of a series  
of observations

In many applications in metrology, a series of observations 
under specified precision conditions (e.g. repeatability, reprodu-
cibility) is obtained, which is then used to compute a mean value 
and its standard uncertainty. The observations are assumed to 
have a common mean and standard deviation, to be mutually 
independent, and from a normal distribution. The formulæ in the 
GUM [1, clauses 4.2.1–4.2.3] are based on the statistical model

yi = µ+ εi

where yi denote the series of i = 1 . . . n observations, µ the 
expected mean, and εi the random measurement error. The 
latter is modelled as a random variable having a normal dis-
tribution, εi ∼ N(0,σ2). A model for a series of IID (indepen-
dent, identically distributed) observations having a normal 
distribution with unknown mean and variance is shown in 
listing 2. The likelihood can be expressed as [9]

y|µ,σ2 = y1, . . . , yn|µ,σ2 IID∼ N(µ,σ2).

The model uses non-informative priors on the parameters for 
the mean µ and log variance log σ2 [9]. The joint prior on the 
mean µ and variance σ2 can be formulated as

p(µ,σ2) = p(µ) p(σ2)

where p(µ) ∝ 1 and p(σ2) ∝ (σ2)−1 [9]. This result is 
obtained using Jeffreys’ invariance principle [42]. The prior 
density p(θ), based on a one-to-one transformation of the 

parameter φ = h(θ), can be expressed as the prior density 
p(φ) as follows [9]

p(φ) = p(θ)
∣∣∣∣

dθ
dφ

∣∣∣∣ = p(θ) |h′(θ)|−1 . (1)

Suppose that φ = log σ2, θ = σ2, and that the prior on φ is 
given by

p(φ) ∝ 1. (2)

The transform takes then the form φ = h(θ) = log θ. From 
equation (1), it follows that

p(φ) = p(σ2)

∣∣∣∣
1
σ2

∣∣∣∣
−1

= p(σ2)σ2.

Combining this result with equation (2) yields

p(σ2) ∝ 1
σ2 . (3)

1 data {
2 int<lower=0> n ;
3 r e a l y [ n ] ;
4 }
5 parameters {
6 r e a l mu;
7 // f l a t p r i o r on log sigmaˆ2
8 r e a l l o g s i g s q ;
9 }

10 transformed parameters {
11 r ea l <lower=0> sigma ;
12 sigma = exp (0 . 5∗ l o g s i g s q ) ;
13 }
14 model{
15 y ˜ normal (mu, sigma ) ;
16 }

Listing 1: Model for computing a mean and standard devia-
tion from a series of observations and number of observations, 
starting with flat priors on µ and log σ2

1 data {
2 int<lower=0> n ;
3 r e a l y [ n ] ;
4 }
5 parameters {
6 r e a l mu;
7 r ea l <lower=0> sigmasq ;
8 }
9 transformed parameters {

10 r ea l <lower=0> sigma ;
11 sigma = sq r t ( sigmasq ) ;
12 }
13 model{
14 // p r i o r p ropo r t i ona l to 1/ sigmaˆ2
15 t a r g e t += −2.0 ∗ l og ( sigma ) ;
16 y ˜ normal (mu, sigma ) ;
17 }

Listing 2: Model for computing a mean and standard deviation 
from a series of observations. The model has non-informative 
priors on µ and log σ2, the latter obtained by a transform of a 
non-informative prior on σ2 (see text for a further explanation)

Equation (3) gives the expression for the Jacobian adjust-
ment when a flat distribution on σ2 is generated, whereas a 
flat distribution on log σ2 would be needed. Listing 1 gives 
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an implementation of the model in Stan involving a flat 
prior on log σ2. In the documentation of Stan [43], an alter-
native model is given (see listing 2). This model generates 
a flat prior on σ2, which is then transformed into a flat prior 
on log σ2 (see also equation (3)). Both models are providing, 
within the accuracy of the MCMC, the same output for the 
parameter µ.

The posterior of µ is known; it is the t-distribution with 
n  −  1 degrees of freedom [9], just as in GUM-S1 [4]. Let 
y = (8.1, 7.9, 8.0, 8.2, 7.8)T. The mean ȳ = 8.0000, the 
standard deviation of the mean s(ȳ) = 0.0707 and the standard 
uncertainty u(ȳ) = 0.1000. The latter is computed using the 
t-distribution with ν = 4 of degrees of freedom for the mean 
µ [4, clause 6.4.9.4]. Running the model (listing 2) with the 
No-U-Turn sampler (NUTS), 19 000 iterations per chain, a 
warm-up phase of 1000 iterations and four chains yields the 
following output:

mean se_mean sd 2.5% 97.5% n_eff Rhat
mu 7.9990 0.0008 0.0982 7.8013 8.1944 16179 1.0003
sigmasq 0.0494 0.0007 0.0837 0.0089 0.2094 14765 1.0001
sigma 0.1980 0.0008 0.1007 0.0944 0.4576 15522 1.0001
lp__ 6.0486 0.0104 1.2203 2.7342 7.2491 13836 1.0001

The model has the parameters mu (µ), sigmasq (σ2), and 
sigma (σ). In the output, the first column lists the param-
eters (lp__ is the log posterior), the second their estimates, 
the fourth their standard deviations, followed by the 2.5% and 
97.5% quantiles, the effective chain length (n_eff) and R̂ 
(Rhat). From the values for R̂, it can be seen that the calcul-
ation converged. The same is seen from inspecting the trace 
plots (see figure 1). The estimated mean µ̂ = 7.9990 which 
agrees, considering the standard deviation due to MCMC 
simulation (se_mean), with ȳ. The standard deviation of 
µ̂ = 0.0982, which is very close to the standard uncertainty 
computed from the data using the t-distribution. Running the 
model in listing 1 gives very similar results.

It is useful to develop also the model that takes instead of 
the vector y the mean ȳ, variance s2 and the number of obser-
vations n as input, where s2 =

∑n
i=1(yi − ȳ)2/(n − 1) and 

ȳ =
∑n

i=1 yi/n. This model will be part of the Bayesian model 
for ANOVA (see section 5). The code for this model is given 
in listing 3. Strictly speaking, this model is not describing a 
type A evaluation of standard uncertainty any more, for there 
is no longer a series of observations involved, but rather the 
summary statistics of such a series.

6.5
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8.0

8.5

9.0

5000 10000 15000
Iteration number

µ
chain
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2

3

4

0.0

0.5

1.0

1.5

5000 10000 15000
Iteration number

σ

chain

1

2
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4

Figure 1. Trace plots for the Bayesian model for the mean and standard deviation of normally distributed data.
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Figure 2. Trace plots for the Bayesian model for the mean and standard deviation of normally distributed data using ȳ, s2 and n as input.
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1 data {
2 int<lower=1> n ;
3 r e a l y ;
4 r ea l <lower=0> s2 ;
5 }
6 parameters {
7 r e a l mu;
8 r ea l <lower=0> sigmasq ;
9 }

10 transformed parameters {
11 r ea l <lower=0> sigma ;
12 sigma = sq r t ( sigmasq ) ;
13 }
14 model{
15 // sample d i r e c t l y from the p o s t e r i o r
16 sigmasq ˜ s c a l e d i n v c h i s q u a r e (n−1, s q r t ( s2 ) ) ;
17 y ˜ normal (mu, sigma/ sq r t (n) ) ;
18 }

Listing 3: Model for computing a mean and standard devia-
tion from the sample mean, sample variance and number of 
observations

In the data block, the data are declared. In the param
eters block, µ and σ2 are declared. If these parameters are 
not assigned a prior, then by default Stan assigns a non-
informative prior [43]. The distribution of a sample variance 
related to the χ2-distribution as follows [9]

(n − 1)s2

σ2 ∼ χ2
n−1. (4)

In the transformed parameters block, σ is declared 
and the conversion from σ2 is coded. The model consists of 
two lines: first σ2 is sampled directly from its posterior, fol-
lowed by the likelihood for ȳ|µ,σ2. Fitting the model with 
ȳ = 8.0000, s2 = 0.15812, n  =  5, and the same number of 
chains and chain length provides the following output:

mean se_mean sd 2.5% 97.5% n_eff Rhat
mu 7.9996 0.0007 0.0988 7.8031 8.1944 17389 1.0002
sigmasq 0.0487 0.0006 0.0762 0.0090 0.2015 16358 1.0002
sigma 0.1975 0.0008 0.0983 0.0949 0.4489 17128 1.0002
lp__ 6.8598 0.0101 1.2202 3.5700 8.0535 14581 1.0002

The parameters of the Stan model have the same names 
as for the model taking the vector y as input. Again, the esti-
mate µ̂ is very close to ȳ, and the standard uncertainty of µ̂ is 
also close to the value (=0.1) computed from the t-distribu-
tion with ν = 4 degrees of freedom. The convergence is satis-
factory, as can also be seen from the trace plots (see figure 2)

Fitting the model in listing 3 with n  =  2 and the other input 
unchanged gives the following output:

mean se_mean sd 2.5% 97.5% n_eff Rhat
mu 8.0181 0.0417 2.1162 6.5460 9.5579 2578 1.0012
sigmasq 16.7068 6.2781 630.2358 0.0049 27.7019 10077 1.0004
sigma 0.8554 0.0649 3.9969 0.0703 5.2633 3798 1.0011
lp__ 1.7452 0.0358 1.9604 -3.6779 3.6782 3004 1.0007

ˆ
Although the value of R̂ suggests convergence of the 

MCMC, from the values of the parameters it is easily seen that 
the fitting is unstable. One would expect that the square root 
of the mean of sigmasq would be approximately equal to 
the mean of sigma, which is clearly not the case. For n  =  3, 
similar results are obtained with this model.

Instead of a non-informative prior, a weakly informa-
tive prior can be chosen for σ. A suitable candidate for the 
prior is the half-Cauchy distribution, which performs well for 

standard deviations and also for the between-group standard 
deviation as appears in ANOVA models (see section 5) [20]. 
This distribution has a location and scale parameter. The loca-
tion parameter is set at the minimum value for the standard 
deviation (zero), and the scale parameter is chosen so that it is 
not smaller than the expected standard deviation [9].

The solution described by Cox and Shirono [27] to address 
the problem with n  =  2 or n  =  3 by setting an upper limit to 
the uniform prior on log σ2 can be implemented in the model 
in listing 3 by replacing line 8 with
real  <  lower  =  0,upper  =  0.050  >  sigmasq;,

thereby setting the upper limit of the uniform prior to 0.050. 
(The upper limit can of course also be provided as a datum to 
the model, which then can be used in the declaration of sig
masq.) With this upper limit, the output for n  =  2 is stable 
and reads as

mean se_mean sd 2.5% 97.5% n_eff Rhat
mu 7.9991 0.0006 0.1021 7.7879 8.2057 26780 1.0002
sigmasq 0.0207 0.0001 0.0124 0.0039 0.0473 21922 1.0002
sigma 0.1369 0.0003 0.0439 0.0628 0.2174 23067 1.0001
lp__ 2.2626 0.0091 1.1685 -0.8612 3.4464 16552 1.0002

A key difference with the truncation of the flat prior is 
that the half-Cauchy distribution has a non-zero density also 
for σ > A, where A denotes the scale parameter of the half-
Cauchy distribution. This property is useful when for A the 
value of the standard deviation from, e.g. previous measure-
ments, method validation, or quality control data is used, and 
it turns out that the standard deviation computed from the 
measurement data (slightly) exceeds the value of A. The prior 
based on the half-Cauchy distribution is more flexible and has 
better computational properties in the MCMC [33]. In prac-
tice, the value of A would be elicited from method validation 
or quality control data, or from previous measurements. The 
corresponding model is given in listing 4. Line 14 in the code 
is due to the implementation of the function scaled_inv_
chi_square() in Stan.

Running the model in listing 4 provides stable output for 
n  =  2 and n  =  3 degrees of freedom. The output for scale 
parameter A  =  0.4, ȳ = 8.0000, s  =  0.1581 and n  =  2 is as 

Figure 3. Standard uncertainty s(µ̂) from Bayesian inference 
for s  =  0.1581, the normal distribution with unknown mean and 
standard deviation as a function of the scale parameter of the half-
Cauchy prior on σ for n  =  2 to n  =  5 replicates.
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follows (using four chains, 20 000 iterations and a warm-up 
phase of 1000 iterations):

mean se_mean sd 2.5% 97.5% n_eff Rhat
mu 7.9988 0.0014 0.2050 7.5735 8.4206 21168 1.0003

sigma 0.2717 0.0007 0.1011 0.0994 0.4911 23225 1.0001
lp__ -2.6754 0.0067 0.9741 -5.3059 -1.7211 21301 1.0001

1 data {
2 int<lower=1> n ;
3 r e a l y ;
4 r ea l <lower=0> s2 ;
5 r ea l <lower=0> A;
6 }
7 parameters {
8 r e a l mu;
9 r ea l <lower=0> sigma ;

10 }
11 model {
12 sigma ˜ cauchy (0 ,A) ;
13 t a r g e t += s c a l e d i n v c h i s q u a r e l p d f ( s2 | n−1 , sigma ) ;
14 t a r g e t += 2.0∗ l og ( sigma ) ;
15 t a r g e t += normal lpd f ( y | mu, sigma/ sq r t (n) ) ;
16 }

Listing 4: Model for computing a mean and standard devia-
tion from the sufficient statistics (sample mean, sample vari-
ance and number of observations)

The chosen value for the scale parameter A is quite large, 
given the value of s. The weakly informative prior neverthe-
less concentrates most of the density of σ on the interval 
with most likely values (for A  =  0.4, this interval is [0, 0.4]), 
whereas the observed standard deviation is 0.1581, so by a 
factor of 2–3 smaller. The posterior of µ is quite different from 
the t-distribution that GUM-S1 [4] recommends, and at the 
same time also quite different from the normal distribution 
used by the GUM [1]. The results of the same calculation for 
different values of the scale parameter A are shown in figure 3.

Even this quite limited information enables calculating a 
standard deviation for a duplicate or triplicate determination, 
and the standard uncertainty of the mean. Many experimenters 
are able to benchmark the observed standard deviation against 
some expectations, which justifies using a weakly informative 
prior on σ. Under these circumstances, using a non-inform-
ative prior on σ would be an exaggeration. Therefore, with 
even quite limited information about the standard deviation at 
hand, GUM-S1 [4] is overstating the uncertainty under these 
circumstances, whereas the GUM [1] still understates the 
same standard uncertainty.

The results of the calculations shown in figure  3 can be 
regarded as a sensitivity analysis [9]. It is seen that for the 
Scale (the parameter A) up to 0.6 there is some influence 
from the prior. For larger values of A, the standard uncer-
tainty s(µ̂) is rather independent from the chosen value for the 
scale parameter of the Cauchy distribution. The influence is 
the strongest for n  =  2, which is not surprising, as this is the 
instance in which the dataset is the smallest.

Comparing the results in figure 3 with the formula of the 
GUM [1, clause 4.2.3] for the standard uncertainty of the mean 
gives the following results. For n  =  2, u(ȳ) = 0.1112, whereas 
the standard uncertainty computed from with Bayesian model 
with A  =  0.8 is 0.2173, about twice as large, whereas for 
n  =  5, u(ȳ) = 0.0707 according to the GUM and 0.0928 for 

the Bayesian model with A  =  0.8. As can be seen, the form ula 
from the GUM substantially understates the standard uncer-
tainty as compared to the Bayesian model. The factor by 
which the standard uncertainty is larger when computed from 
the Bayesian model drops from 1.94 (n  =  2), 1.54 (n  =  3), 
1.40 (n  =  4), to 1.31 (n  =  5). Such trends are also visible in 
the model with the truncated rectangular distribution as prior 
for σ2 [27]. The most important traits of the models in listing 4 
and in [27] is that they (1) provide means and standard devia-
tions for n  =  2 and n  =  3 and (2) use the information avail-
able about σ in a natural fashion. These models perform well 
where the t-distribution fails. Last but not least, the outcome 
of these models can be readily summarised in the form of a 
scaling factor for the standard uncertainty computed using the 
formula of the GUM [1, clause 4.2.3].

5. Analysis of variance

Analysis of variance (ANOVA) is widely used in metrology. 
Its use is particularly appropriate when considering data 
from an experiment encompassing multiple effects, such 
as repeatability and reproducibility [1, H.5], or the batch 
homogeneity in the production and certification of reference 
materials [23–25]. ANOVA is also closely related to meta-
analysis [44], and this analysis can also be performed using 
Bayesian methods [9, 37]. ANOVA has not only been cov-
ered in the literature using Stan [9], but also with BUGS 
[35] and JAGS [38, 40].

The GUM [1] gives an example (H.5) of a fully-nested 
one-way ANOVA in which a ‘between-day’ effect is con-
sidered in an electrical measurement (the voltage of a 10 V 
zener). The data of this example are reproduced in table 1. 
The number of replicates nj  =  5 for all days (groups). 
Classical statistics provides MSwithin   =  (85 µV)2 and 
MSbetween  =  (128 µV)2 respectively, and hence a within-
group standard deviation σ̂ = 85 µV and between-group 
standard deviation τ̂ = 43 µV [1].

A simple hierarchical model to fit the data from table 1 is 
the following. The likelihood of the ȳj|θj,σj can be described 
as [9]

ȳj|θj ∼ N(θj,σ2
j )

and the marginal distributions of the group means ȳj, averaged 
over the θj are independent normal

ȳj|µ, τ ∼ N(µ, τ 2 + σ2
j ).

The priors used for µ and τ  have been taken as non-infor-
mative priors; p(µ) ∝ 1 and p(τ) ∝ 1 [9]. It is worth noting 
that the improper prior p(log τ) ∝ 1, as used in section  4, 
gives rise to an improper posterior [9]. The simple model has 
been amended from [9] to take into account that the dataset in 
table 1 provides the standard deviations of the replicates in the 
groups, rather than the standard deviations of the group means 
(see also section 4). The Stan code for the simple model is 
given in listing 5.
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1 data {
2 int<lower=0> J ;
3 r e a l y [ J ] ;
4 r ea l <lower=0> sigma [ J ] ;
5 int<lower=0> n [ J ] ;
6 }
7 parameters {
8 r e a l mu;
9 r ea l <lower=0> tau ;

10 vec to r [ J ] eta ;
11 }
12 transformed parameters {
13 vec to r [ J ] theta ;
14 theta = mu + tau∗ eta ;
15 }
16 model {
17 eta ˜ normal (0 , 1) ;
18 f o r ( i in 1 : J )
19 y [ i ] ˜ normal ( theta [ i ] ,
20 sigma [ i ] / s q r t (n [ i ] ) ) ;
21 }

Listing 5: Hierarchical model for the zener example [1] based 
on the normal distribution with unknown between-group vari-
ance and known within-group variances.

Fitting directly the data of table 1 to the model does not 
lead to convergence. Rescaling the data by subtracting the 
nominal value from the group means and then expressing the 
resulting differences and standard deviations in µV yields a 
dataset that converges when fitted:

mean se_mean sd 2.5% 97.5% n_eff Rhat
mu 101.597 0.184 20.401 59.741 140.825 12326 1.000
tau 47.240 0.257 23.393 8.902 101.524 8281 1.001
lp__ -6.272 0.042 3.599 -14.304 -0.302 7346 1.001

The between-group standard deviation τ̂ = 47 µV, which 
is slightly larger than the value obtained in the GUM example. 
As the within-group standard deviations are not parameters 
in this model, no value for the pooled within-group standard 
deviation is obtained. The value for µ̂ = 102 µV with standard 
deviation 20 µV, which is for the coded data the deviation 
from the nominal zener voltage.

1 data {
2 int<lower=0> J ;
3 r e a l y [ J ] ;
4 r ea l <lower=0> sigma [ J ] ;
5 int<lower=0> n [ J ] ;
6 }
7 parameters {
8 r e a l mu;
9 r ea l <lower=0> tau ;

10 vec to r [ J ] eta ;
11 }
12 transformed parameters {
13 vec to r [ J ] theta ;
14 theta = mu + tau∗ eta ;
15 }
16 model {
17 mu ˜ normal (0 ,1000) ;
18 tau ˜ cauchy (0 ,200) ;
19 eta ˜ normal (0 , 1) ;
20 f o r ( i in 1 : J )
21 y [ i ] ˜ normal ( theta [ i ] , sigma [ i ] / s q r t (n [ i ] ) ) ;
22 }

Listing 6: Hierarchical model for the zener example [1] based 
on the normal distribution with unknown between-group vari-
ance and known within-group variances. The model includes 
weakly informative priors on µ and τ .

For none of the parameters, these non-informative priors 
are the best choice under the given circumstances. For µ, a 
suitable weakly informative prior would be the normal dis-
tribution with the nominal value (10 V) as mean and a suit-
ably large standard deviation. For τ , the half-Cauchy 
distribution with a suitably chosen scale parameter is a good 
choice as weakly informative prior (see also section 4) [20]. 

Table 2. Results from the Bayesian model given in listing 7, the 
same model in the NIST Consensus Builder (NICOB) [45], and 
maximum likelihood (MLE) from the NICOB. The within-group 
standard deviations are expressed as standard deviations of the 
group means. All estimates are expressed in µV.

Parameter
Bayes 
(listing 7)

Bayes  
(NICOB)

MLE  
(NICOB)

µ 10 000 103 10 000 102 10 000 102
u(µ) 21 21 22
τ 47 46 39
σ1 67 67 80
σ2 79 78 103
σ3 125 125 87
σ4 105 105 136
σ5 69 69 112
σ6 103 103 76
σ7 85 85 114
σ8 75 76 94
σ9 95 96 83
σ10 93 94 105

Table 3. Summary of results from Bayesian and classical methods 
for evaluating the zener data from GUM example H.5.

Model Listing µ̂/µV τ̂ /µV σ̂/µV

Classical — 10 000 097 43 85
MLE, NICOB — 10 000 102 39 —
Simple model 6 10 000 102 47 —
Unknown σ 7 10 000 102 47 —
Unknown σ, pooled (7) 10 000 098 50 81
Unknown σ, NICOB — 10 000 097 39 85

Table 1. Zener data from example H.5 of the GUM [1] and the data 
coded for use in the Bayesian models; yi denotes the deviation from 
the nominal voltage for the particular day, and si the repeatability 
standard deviation.

Original Coded

Day V /V s(V)/V yi/µV si/µV

1 10.000172 0.000060 172 60
2 10.000116 0.000077 116 77
3 10.000013 0.000111 13 111
4 10.000144 0.000101 144 101
5 10.000106 0.000067 106 67
6 10.000031 0.000093 31 93
7 10.000060 0.000080 60 80
8 10.000125 0.000073 125 73
9 10.000163 0.000088 163 88
10 10.000041 0.000086 41 86

Metrologia 55 (2018) 670



A M H van der Veen 

678

Using weakly informative priors for µ ∼ N(0, 10002) and 
τ ∼ Cauchy(0, 200), yields τ̂   =  46 µV and µ̂  =  102 µV with 
standard deviation 20 µV (see listing 6):

These outcomes are marginally different from the model 
with the non-informative priors. The simple model (see list-
ings 5 and 6) can be further refined to include the estimation 
of the within-group standard deviations. This model builds 
forth on the model described in section  4 taking a mean, 
standard deviation and the number of observations as input. 
Listing 7 provides the code of a hierarchical model capable of 
estimating µ, τ , and σj.

mean se_mean sd 2.5% 97.5% n_eff Rhat
mu 101.562 0.171 19.898 60.213 139.741 13574 1.000
tau 45.695 0.231 22.454 8.074 96.726 9422 1.000
lp__ -6.522 0.043 3.616 -14.646 -0.668 7171 1.001

1 data {
2 int<lower=0> J ;
3 r e a l y [ J ] ;
4 r ea l <lower=0> sigma [ J ] ;
5 int<lower=0> n [ J ] ;
6 }
7 transformed data {
8 r ea l <lower=0> sigmasq [ J ] ;
9 f o r ( i in 1 : J )

10 sigmasq [ i ] = square ( sigma [ i ] ) ;
11 }
12 parameters {
13 r e a l mu;
14 r ea l <lower=0> tau ;
15 vec to r [ J ] eta ;
16 r ea l <lower=0> s i g [ J ] ;
17 }
18 transformed parameters {
19 vec to r [ J ] theta ;
20 theta = mu + tau∗ eta ;
21 }
22 model {
23 eta ˜ normal (0 , 1) ;
24 f o r ( i in 1 : J ) {
25 sigmasq [ i ] ˜
26 s c a l e d i n v c h i s q u a r e (n [ i ] −1 ,
27 s i g [ i ] ) ;
28 y [ i ] ˜ normal ( theta [ i ] ,
29 s i g [ i ] / s q r t (n [ i ] ) ) ;
30 }
31 }

Listing 7: Hierarchical model for the zener example [1] based 
on the normal distribution with unknown between-group and 
within-group variances.

Fitting the data from table 1 to the model in listing 7 pro-
vides the results as shown in table 2 (second column):

mean se_mean sd 2.5% 97.5% n_eff Rhat
mu 102.258 0.155 21.271 58.745 142.819 18890 1
tau 46.943 0.245 24.237 6.489 102.740 9749 1
sig[1] 67.202 0.110 20.948 29.382 111.054 36000 1
sig[2] 78.836 0.137 26.086 33.138 134.669 36000 1
sig[3] 124.760 0.196 37.176 57.227 203.167 36000 1
sig[4] 105.076 0.179 34.048 45.352 176.903 36000 1
sig[5] 68.930 0.120 22.774 28.853 117.295 36000 1
sig[6] 102.825 0.164 31.174 46.168 168.400 36000 1
sig[7] 84.887 0.142 27.003 36.355 142.240 36000 1
sig[8] 75.229 0.130 24.602 31.435 127.604 36000 1
sig[9] 95.021 0.156 29.588 42.202 157.064 36000 1
sig[10] 93.418 0.153 29.003 41.513 154.009 36000 1
lp__ 153.743 0.043 4.031 145.044 160.678 8693 1

In the third and fourth columns, the results from the NIST 
Consensus Builder (NICOB) [45, 46] are given, once for the 
same Bayesian model and a second time using maximum 
likelihood estimation (MLE) [47]. The results for the mean, 
between-group and within-group standard deviations agree 
well across implementations and statistical methods.

The parameter values in the third and fourth columns 
in table 2 are all within the 95% coverage intervals of the 
parameters, as shown previously for the model given in 
listing 7. With a small modification, the model in listing 7 
can be adapted so that it provides a pooled within-group 
standard deviation [24]. The results of these calculations 
are summarised in table 3, alongside results from selected 
classical statistical methods. All methods give very similar 
results for this dataset. A further discussion of this example, 
using an approximate calculation method is given by Possolo 
and Bodnar [48].

An important reason for preferring the Bayesian infer-
ence over the classical ANOVA lies in the better treatment of 
datasets for which MSbetween < MSwithin. Whereas classical 
ANOVA and meta analysis are unable to provide a non-zero 
value for τ , Bayesian inference is capable of dealing with 
this situation satisfactorily [9]. Two variants of a hierarchical 
Bayesian model involving weakly informative priors and their 
application on between-bottle homogeneity study data are 
described elsewhere [24].

6. Ordinary least squares

Another widely used method that belongs to the type A 
methods is least squares regression. In this section, the well 
known and widely used ordinary least squares (OLS) is revis-
ited, which considers a series of pairwise observations, of 
which only one variable has uncertainty. The other variable is 
presumed to be known exactly [49]. The GUM gives such an 
example of the calibration of a thermometer [1, H.3]. The data 
are reproduced in table 4. OLS has not only been covered in 
the literature using Stan [50], but also with BUGS [35] and 
JAGS [38].

The calibration model relates the measured corrections 
(in this paper denoted by y) to the difference of the Celsius 
temperature with respect to a chosen reference temperature 
(denotes by x). The calibration model is a straight line. The 
likelihood can be written as [43]

yi|a1, a2,σ ∼ N(a1 + a2xi,σ2)

where a1 denotes the intercept and a2 the slope of the 
straight line. The example in GUM H.3 has been reworked 
with non-informative priors for the coefficients a1 and a2. 
For the standard deviation σ, two flat priors have been inves-
tigated, namely p(σ) ∝ 1 [43] as seen in the section about 
ANOVA (section 5) and p(σ) ∝ σ−2 [9] as encountered 
in the section  about the mean and variance (section 4). 
The Stan-code of the models is given in listings 8 and 9 
respectively.
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1 data {
2 int<lower=0> n ;
3 vec to r [ n ] x ;
4 vec to r [ n ] y ;
5 }
6 parameters {
7 vec to r [ 2 ] a ;
8 r ea l <lower=0> sigma ;
9 }

10 model {
11 y ˜ normal ( a [1 ]+ a [ 2 ] ∗ x , sigma ) ;
12 }
13 generated quan t i t i e s {
14 vec to r [ n ] dy ;
15 dy = y − a [1] −a [ 2 ] ∗ x ;
16 }

Listing 8: Model for fitting a straight line through the ther-
mometer calibration data, using non-informative priors on a1, 
a2, and σ; p(σ) ∝ 1

1 data {
2 int<lower=0> n ;
3 vec to r [ n ] x ;
4 vec to r [ n ] y ;
5 }
6 parameters {
7 vec to r [ 2 ] a ;
8 r ea l <lower=0> sigmasq ;
9 }

10 transformed parameters {
11 r ea l <lower=0> sigma ;
12 sigma = sq r t ( sigmasq ) ;
13 }
14 model {
15 t a r g e t += −2∗ l og ( sigma ) ; // trans form
16 y ˜ normal ( a [1 ]+ a [ 2 ] ∗ x , sigma ) ;
17 }
18 generated quan t i t i e s {
19 vec to r [ n ] dy ;
20 dy = y − a [1] −a [ 2 ] ∗ x ;
21 }

Listing 9: Model for fitting a straight line through the ther-
mometer calibration data, using non-informative priors on a1, 
a2, and σ; p(σ) ∝ σ−2

The Bayesian analysis has been conducted using non-
informative priors on the parameters (a1, a2, σ) and a second 
time using weakly informative priors on a1 ∼ N(0, 1), 
a2 ∼ N(0, 1) and σ ∼ Cauchy(0, 1). The parametrisation of 
the priors has been elicited as follows. For an ideal thermom-
eter, one would expect that both the slope and intercept are 
zero, hence the zero means for the priors for a1 and a2. The 
variances of both normal distributions has been chosen sub-
stantially larger than would be expected considering the cali-
bration uncertainty. For the standard deviation σ, the scale 
parameter of the Cauchy distribution has been chosen to be 1 
°C, which is deemed to be sufficiently large to ensure that the 
standard deviation of the residuals is not exceeding this value.

The first version of the model with non-informative priors 
(listing 8) is given the documentation of Stan [43]. The 
only modification made to this model is addition of the sec-
tion generated quantities and the computation of the 
deviations of the data points from the straight line (see lines 
14–15 in listing 8).

The model with non-informative priors has been used to fit 
the data from table 4. Four chains have been used with 19 000 
iterations and a warm-up phase of 1000 iterations. The trace 
plots for the parameters are shown in figure  4 and indicate 
good performance and convergence of the MCMC, as do the 
values for R̂:

mean se_mean sd 2.5% 97.5% n_eff Rhat
a[1] -0.17117 0.00002 0.00354 -0.17811 -0.16410 23262 1.00011
a[2] 0.00218 0.00001 0.00082 0.00054 0.00380 25097 1.00012
sigma 0.00412 0.00001 0.00123 0.00250 0.00712 16305 1.00033
lp__ 50.31537 0.01166 1.45264 46.58517 51.95794 15508 1.00030

The results obtained with model OLS2 (see listing 9) are 
given below:

mean se_mean sd 2.5% 97.5% n_eff Rhat
a[1] -0.17126 0.00002 0.00325 -0.17774 -0.16480 24398 1.00018
a[2] 0.00220 0.00000 0.00076 0.00069 0.00371 26502 1.00020
sigma 0.00381 0.00001 0.00103 0.00240 0.00633 15096 1.00043
lp__ 56.09084 0.01231 1.41976 52.43491 57.69286 13299 1.00022

The classical statistical method of the GUM gives 
â1  =  −0.1712 °C and â2 = 0.00218 with standard uncer-
tainties u(â1)  =  0.0029 °C and u(â2) = 0.00067 [1]. In the 
Bayesian analysis, both standard uncertainties are approxi-
mately 10% larger and the estimates agree very closely. The 
standard deviation of the ordinary least squares is 0.0035 °C 
for the classical method, and 0.0041 °C for the Bayesian anal-
ysis with the model in listing 8 and 0.0038 °C with the model 
in listing 9. The results of the two Bayesian models are very 
close to one another.

The Stan code of the Bayesian model with the weakly 
informative priors is given in listing 10. In comparison with 
the model with the flat priors on a1, a2, and σ (listing 8), the 
lines 11–13 have been added.

Table 4. Calibration data of a thermometer [1, H.3]. Given are  
the Celsius temperature (xi) and the observed deviation in the 
reading yi.

xi/°C yi/°C

21.521 −0.171
22.012 −0.169
22.512 −0.166
23.003 −0.159
23.507 −0.164
23.999 −0.165
24.513 −0.156
25.002 −0.157
25.503 −0.159
26.010 −0.161
26.511 −0.160
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1 data {
2 int<lower=0> n ;
3 vec to r [ n ] x ;
4 vec to r [ n ] y ;
5 }
6 parameters {
7 vec to r [ 2 ] a ;
8 r ea l <lower=0> sigma ;
9 }

10 model {
11 a [ 1 ] ˜ normal (0 , 1 ) ; // p r i o r s
12 a [ 2 ] ˜ normal (0 , 1 ) ;
13 sigma ˜ cauchy (0 , 1 ) ;
14 // l i k e l i h o o d
15 y ˜ normal ( a [1 ]+ a [ 2 ] ∗ x , sigma ) ;
16 }
17 generated quan t i t i e s {
18 vec to r [ n ] dy ;
19 dy = y − a [1] −a [ 2 ] ∗ x ;
20 }

Listing 10: Model for fitting a straight line through the ther-
mometer calibration data, using weakly informative priors on 
a1, a2, and σ

With the same settings for the MCMC calculation, the OLS 
model with weakly informative priors (listing 10) has been 
fitted to the data in table 4:

mean se_mean sd 2.5% 97.5% n_eff Rhat
a[1] -0.17120 0.00003 0.00335 -0.17788 -0.16462 10675 1.00032
a[2] 0.00218 0.00001 0.00078 0.00063 0.00375 11169 1.00032
sigma 0.00406 0.00001 0.00115 0.00253 0.00690 7098 1.00063
lp__ 50.39741 0.01613 1.37205 46.82538 51.95080 7237 1.00037

The comparison of the residuals obtained with the two 
Bayesian models and those with the classical statistical 
approach from the GUM [1, H.3] is summarised in figure 5. 
The estimates for the deviations from the straight line agree 
very well. The 95% coverage intervals computed by the 
two Bayesian models also agree well. Considering that the 
standard uncertainties associated with a1 and a2 from classical 
statistics are smaller than those from the Bayesian analyses, it 
is to be expected that the classical 95% coverage intervals will 
also be smaller. The differences as shown will however rarely 
be of practical importance.

7. Errors-in-variables regression

In metrology, usually the values of both variables in regres-
sion are subject to measurement error, hence the popularity of 
regression that considers the uncertainties of both variables. The 
classical problem of fitting a straight line through a set of data 
points can be summarised as follows. The model takes the form

ηi = a1 + a2ξi (5)

where yi = ηi + εi, xi = ξi + δi, and εi and δi denote the 
measurement errors in yi and xi respectively. Assuming that 
εi ∼ N(0,σ2

y,i) and δi ∼ N(0,σ2
x,i), both with known variance. 

The variances in the covariates can thus be different for each 
point. This form of least squares problem has been described 
by many authors. Cantrell [51] gives an overview over the clas-
sical algorithms for solving this kind of regression problem. 
In these algorithms, the standard deviations are assumed to be 
known, and this assumption has also been applied in devel-
oping the Bayesian model.

A classical dataset widely used for assessing the perfor-
mance of algorithms for this kind regression is known in the 

Figure 5. Overview of the fitting results from (1) classical statistics 
and Bayesian analysis using (2) non-informative priors (OLS1) and 
(3) weakly informative priors (OLS1a).
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Figure 4. Trace plots for the three parameters of the ordinary least squares model with non-informative priors.
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literature as Pearson’s data [52] with York’s weights [53] (see 
table 5). The weights of the points are just the inverses of the 
variances, i.e. wx = 1/u2(x) and wy = 1/u2(y). The regression 
model is a straight line [51, 53]. As criterion for the develop-
ment of an algorithm in Stan it was required that the coef-
ficients and their associated standard uncertainties should be 
as close as possible to the classical ones. The least squares 
and the Maximum Likelihood solutions are identical [51]. 
Obviously, in the Bayesian framework the outcome of the 
calcul ation can be influenced through the choice of the priors. 
As with the other type A evaluations, the first model con-
tains non-informative priors, whereas the second uses weakly 
informative priors for the parameters.

The Bayesian model (see also listing 11) uses non-inform-
ative priors on the regression coefficients, the predicted x (ξ), 
and on σy (sigma_y). The model differs from York’s model 
[53] in that here the standard deviation in the y-direction is 
used to accommodate excess dispersion, whereas York uses 
the Birge ratio [54]. The model includes the calculation of the 
residuals (ξ − x)/u(x) (rx) and (η − y)/u(y) (ry). The resid-
uals (ξ − x)/u(x) are provided for information only, whereas 
the residuals (η − y)/u(y) are used to obtain the posteriors of 
the the regression coefficients and the residuals rx.

The parameters are the coefficients of the straight line a, 
the ξ, and a parameter σy.

1 data {
2 int<lower=0> n ;
3 vec to r [ n ] x ;
4 vec to r [ n ] s i gx ;
5 vec to r [ n ] y ;
6 vec to r [ n ] s i gy ;
7 }
8 parameters {
9 vec to r [ 2 ] a ;

10 vec to r [ n ] xpred ;
11 r ea l <lower=0> sigma y ;
12 }
13 transformed parameters {
14 vec to r [ n ] rx ;
15 vec to r [ n ] ry ;
16 f o r ( i in 1 : n ) {
17 rx [ i ] = ( xpred [ i ]−x [ i ] ) / s i gx [ i ] ;
18 ry [ i ] = ( a [ 1 ] + a [ 2 ] ∗ xpred [ i ]−y [ i ] ) / s i gy [ i ] ;
19 }
20 }
21 model {
22 x ˜ normal ( xpred , s i gx ) ;
23 0 ˜ normal ( ry , s igma y ) ;
24 }

Listing 11: Model for fitting a straight line through a set of 
data points using errors-in-variables regression

The Stan code of the model of EIV-regression is given 
in listing 11. The input data are 4 vectors, holding the covar-
iates x and y respectively, and their standard uncertainties 
sigx (u(xi)) and sigy (u(yi)) of length n. The coefficients 
a of the straight line and the ξ are defined as parameters, 
as well as a standard deviation sigma_y of the relative 
residuals. As transformed parameters, the vectors holding 
the residuals in both directions (rx and ry) are declared and 
calculated. The first one to aid the interpretation of the fitting 
results through the residuals (see also [55, 56]), the second 
vector to obtain the regression coefficients, given a value for 
x̂i (xpred[i]).

Fitting the model with four chains of 25 000 iterations from 
which 5000 for warm-up yields the following results:

mean se_mean sd 2.5% 97.5% n_eff Rhat619

a[1] 5.46804 0.00249 0.42521 4.69114 6.38387 29233 1.00005620

a[2] -0.48036 0.00047 0.07745 -0.65137 -0.34518 26951 1.00006621

xpred[1] 0.00003 0.00011 0.03145 -0.06160 0.06120 80000 0.99997622

xpred[2] 0.89992 0.00011 0.03150 0.83755 0.96134 80000 1.00001623

xpred[3] 1.80073 0.00016 0.04446 1.71358 1.88814 80000 0.99999624

xpred[4] 2.59919 0.00013 0.03539 2.52973 2.66812 80000 1.00002625

xpred[5] 3.30963 0.00025 0.07062 3.17096 3.44789 80000 1.00003626

xpred[6] 4.37980 0.00039 0.11146 4.16168 4.59833 80000 1.00001627

xpred[7] 5.24297 0.00045 0.12634 4.99403 5.48915 80000 0.99998628

xpred[8] 5.95464 0.00080 0.21357 5.54598 6.38222 70659 1.00002629

xpred[9] 6.42574 0.00176 0.40241 5.64917 7.24569 52157 0.99998630

xpred[10] 8.30861 0.00302 0.54888 7.28849 9.45467 32937 1.00003631

sigma_y 1.63195 0.00370 0.63424 0.85071 3.23425 29416 1.00003632

lp__ -13.27576 0.01807 2.87426 -19.91533 -8.77027 25292 1.00008633

Running this model yields â2 = −0.48036 with 
u(â2) = 0.07745. These results compare rather well with 
the classical ones (−0.48053 and 0.0706 respectively [51]). 
The same applies to the intercept, for which the model gives 
â1 = 5.46804 with u(â1) = 0.42521, for which the values 
from the classical method are 5.4799 and 0.359 respectively 
[51]. It is important to keep in mind that the discrepancies 
in the dataset in the Bayesian model are addressed differ-
ently than by York [53], who used the Birge ratio to make the 
adjustments.

Running the same model with a weakly informative prior 
σy ∼ Cauchy(0, 2), with 4 chains of 25 000 iterations from 
which 5000 for warm-up gives very similar results:

mean se_mean sd 2.5% 97.5% n_eff Rhat643

a[1] 5.45413 0.00225 0.39451 4.72339 6.29621 30743 1.00006644

a[2] -0.47718 0.00044 0.07285 -0.63510 -0.34725 27949 1.00005645

xpred[1] -0.00009 0.00011 0.03164 -0.06251 0.06229 80000 0.99999646

xpred[2] 0.89979 0.00011 0.03178 0.83776 0.96202 80000 1.00002647

xpred[3] 1.80048 0.00016 0.04460 1.71267 1.88819 80000 1.00001648

xpred[4] 2.59905 0.00012 0.03527 2.52984 2.66829 80000 1.00000649

xpred[5] 3.31056 0.00025 0.07089 3.17159 3.44944 80000 1.00004650

xpred[6] 4.37751 0.00039 0.11123 4.16064 4.59583 80000 0.99998651

xpred[7] 5.24691 0.00045 0.12615 4.99786 5.49328 80000 1.00001652

xpred[8] 5.94305 0.00075 0.21163 5.53357 6.36568 80000 0.99997653

xpred[9] 6.43382 0.00172 0.38573 5.69199 7.22739 50134 0.99999654

xpred[10] 8.33374 0.00302 0.53482 7.35400 9.46439 31435 0.99999655

sigma_y 1.49109 0.00270 0.50485 0.82386 2.73484 35087 1.00007656

lp__ -13.42684 0.01772 2.85285 -19.99237 -8.95524 25930 1.00014657

The estimates of the coefficients of the straight line deviate 
slightly more from the classical estimates as cited previously. 
Both Bayesian models give larger values for the standard 
deviations of the coefficient estimates than the classical ones.

Figure 6 summarises the residuals computed from the 
regression coefficients for the (best) classical statistical calcul-
ation, and the two Bayesian models. The residuals agree well, 
and so do the uncertainties. The models (see listing 11) can be 
readily expanded to use the model for, e.g. prediction as used 
in calibration.

Table 5. Pearson’s data with York’s weights [51].

i x wx y wy

1 0 1000 5.9 1
2 0.9 1000 5.4 1.8
3 1.8 500 4.4 4
4 2.6 800 4.6 8
5 3.3 200 3.5 20
6 4.4 80 3.7 20
7 5.2 60 2.8 70
8 6.1 20 2.8 70
9 6.5 1.8 2.4 100
10 7.4 1 1.5 500
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8. Discussion and conclusions

Bayesian models are presented for four mainstream type A 
evaluations of standard uncertainty: the mean and variance of 
a series of observations, analysis of variance (ANOVA), ordi-
nary least squares regression (OLS), and errors-in-variables 
regression (EIV). These methods for type A evaluation of 
standard uncertainty belong to the work horses of every exper-
imenter. The models using non-informative priors provide for 
normally distributed data up to the last meaningful digit the 
same estimates for the means and parameters of straight line 
models in regression. The standard uncertainties computed 
are generally larger than those computed using the classical 
methods as described in the GUM [1].

The models have been implemented in R [41] using the 
package RStan [37, 50], but could also have been written 
in BUGS [36] or JAGS [38]. The purpose of implementing 
and providing the models in a suitable software environment 
was two-fold, (1) to highlight the learning curve and (2) to 
provide the models as an entry point for use in metrological 
applications. The learning curve has been steep, and there are 
many aspects that the experimenter needs to get acquainted 
with before successfully Bayesian models can be developed.

Most measurement results are obtained in a setting where 
precision data are available, and also information about the 
nominal value of the quantity or parameter of interest is avail-
able. It has been shown that such information can be used 
to elicit weakly informative priors for the location and scale 
parameters in the Bayesian models. These priors have several 
advantages, namely that in many cases they (1) still allow 
the data to dominate, (2) regularise the Markov Chain Monte 
Carlo method (MCMC), and (3) take the prior information of 
the model parameters into account. It has been demonstrated 
how the ‘weakly informative’ character of the priors can be 
assessed in a sensitivity analysis and how it can be improved 
by choosing appropriate values for the parameters of these 
probability distributions.

The Bayesian models for the four type A methods using 
weakly informative priors provide essentially the same 

esti mates for the means and parameters of straight line models 
in the regression models, yet larger standard uncertainties 
than the classical statistical methods from the GUM [1] and 
smaller than obtained with the non-informative priors. The 
differences are the largest for the models describing a series of 
observations, which can be understood considering that these 
datasets are the smallest, hence a larger influence of the prior 
distribution.

The Bayesian model for a series of observations involving 
weakly informative priors is also valid for n  =  2 and n  =  3 
observations, where the model (the t-distribution) used in 
GUM Supplements 1 and 2 [4, 5] fail. The sensitivity anal-
ysis demonstrates that when using a half-Cauchy distribution, 
a multiplicative scaling factor can be derived which can be 
used to convert the standard uncertainty obtained with the 
methods from the GUM [1] into a standard uncertainty on a 
‘Bayesian’ footing. This scaling factor is smaller than pro-
posed by Kacker and Jones [3], and similar to that proposed 
by Cox and Shirono [27]. In comparison to the latter refer-
ence, the scaling factor is simpler to implement, as it only 
depends on the number of degrees of freedom, whereas in the 
case of Cox and Shirono also a dependence on the maximum 
standard deviation exists.

If the GUM were to become truly Bayesian, it is obvious 
that many of the relatively simple type A evaluation of 
standard uncertainty need to be performed using MCMC, or 
rely on approximations of such computations (see, e.g. [3, 27, 
48] and this work). In any case, it requires a shift in the way in 
which the community is accustomed to work.

Classical statistical methods for especially ANOVA, OLS, 
and EIV give very similar results as the Bayesian models 
described here do. It is important to underline that the classical 
estimates of the parameters are are expected to be consistent 
with the Bayesian counterparts, considering the 95% coverage 
intervals computed for the latter. This conclusion does not 
imply that the results are the same, for the standard uncer-
tainties computed using the Bayesian methods are persistently 
larger than the classical counterparts. In many cases, these 
differences are however small. For series of observations, a 

Figure 6. Comparison of the relative residuals in x-direction (left) and y-direction (right) obtained using classical statistics and the 
Bayesian models with non-informative (EIV1) and weakly informative (EIV1a) priors. The uncertainty bars represent 95% coverage 
intervals.
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convenient way to be ‘Bayesian’ would be to apply the scaling 
factor for the standard uncertainty of the mean, instead of the 
GUM formula only. In any case, the paper shows how clas-
sical statistical methods can be benchmarked against fully 
Bayesian ones, and if the differences are deemed to be mean-
ingless, the simpler methods can be used in routine work.
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Epilogue

This work has started by an action agreed in the May 2016 
meeting of JCGM WG1 in an effort to reopen and deepen the 
discussion about type A evaluations of standard uncertainty in 
a future GUM. The work has been presented at the November 
2016 meeting of JCGM WG1.

The author of this paper has familiarised himself with 
Bayesian data analysis since 2012, starting with studying 
‘Bayesian data analysis’ [36]. It has been a steep learning 
curve, starting first and foremost with getting comfortable 
with the notation and nomenclature in this field of statistics. 
In the second stage, the computational challenges came into 
play and certainly the prospect of having to tune the MCMC 
for each model and each set of data was perceived as a serious 
obstacle for daily use. The computational environment chosen 
balances reasonably effort needed to perform a type A evalua-
tion and the quality of output.
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