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Abstract
The expression of uncertainty has hitherto been seen as an add-on—first an estimate is
obtained and then uncertainty in that estimate is evaluated. We argue that quantification of
uncertainty should be an intrinsic part of measurement and that the measurement result should
be a probability distribution for the measurand.

Full quantification of uncertainties in measurement, recognizing and quantifying all
sources of uncertainty, is rarely simple. Many potential sources of uncertainty can effectively
only be quantified by the application of expert judgement. Scepticism about the validity or
reliability of expert judgement has meant that these sources of uncertainty have often been
overlooked, ignored or treated in a qualitative, narrative way. But the consequence of this is
that reported expressions of uncertainty regularly understate the true degree of uncertainty in
measurements.

This article first discusses the concept of quantifying uncertainty in measurement, and then
considers some of the areas where expert judgement is needed in order to quantify fully the
uncertainties in measurement. The remainder of the article is devoted to describing
methodology for eliciting expert knowledge.

Keywords: uncertainty, measurement result, elicitation, expert judgement

1. Quantification of uncertainty in measurement

In the terminology of the GUM (BIPM 2008a), uncertainty is
quantified primarily through the ‘standard uncertainty’. This
term, which is unknown in the field of statistics and may
actually be unique to metrology, is clearly intended to have
an equivalent connotation to the standard deviation, a more
familiar term in other areas of application of statistics. But, as
pointed out by Gleser (1998), there is a history of ambiguity
in the GUM, and in the metrology community generally, over
the underlying statistical paradigm for metrology—whether
frequentist or Bayesian—and one suspects that this may in
part explain the choice of term. In the spirit of scientific
rigour, then, we begin by examining the nature of uncertainty
in measurement, and in particular what a standard uncertainty
is or should be.

1.1. Measurement

The VIM (third edition, BIPM 2008b) defines the term
measurement to refer to a process. The subject of that process

is the measurand, the quantity intended to be measured, and the
result of applying a measurement is the measurement result.

The true value of the measurand is always unknown.
It is uncertain. And the proper way to describe or
quantify uncertainty is through probabilities. To fully
quantify uncertainty in measurement, we require a probability
distribution for the measurand. For the purposes of
communicating the uncertainty in a measurement, we may
derive from this distribution some simpler summaries of
the uncertainty, such as the standard deviation, but the full
quantification is the distribution.

Indeed, we further argue that the measurement result is
the probability distribution for the measurand. It is of course
conventional to think of the result of applying a measurement
as being a measured value or an estimate of the measurand, and
then to consider the task of quantifying uncertainty to be that of
identifying the uncertainty in the measured value or estimate.
But this is a misuse of language because the measured value is
not uncertain; it has just been computed and is now a known
value. The uncertainty lies instead in the measurand. The
third edition of the VIM allows that the measurement result
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can be a distribution but only as one possible interpretation
of its far looser definition 2.9 (‘set of quantity values being
attributed to a measurand together with any other available
relevant information’).

From the measurement result, i.e. the probability
distribution, we can derive a summary of location which can
play the part of the conventional estimate of the measurand,
but it is important to recognize that there are several possible
choices for a location summary. One is the mean, the expected
value of the measurand, but we may also choose to use the
median, mode or other summaries of location. Different
choices may be appropriate in different contexts. The estimate
that we derive for the measurand is therefore not uniquely
defined, and this is another reason why it is not appropriate to
think of the measurement result as being simply an estimate.

1.2. The meaning of probability

The most familiar definition of probability for most people
is that the probability of an event is the long-run relative
frequency with which it occurs in an indefinitely long sequence
of repetitions. This is called the frequency definition of
probability. In order to apply the frequency definition to a
measurand Y , for instance to define the probability P(Y > 0),
we would need to imagine a sequence of repetitions in which
Y varied from one repetition to another, and then P(Y > 0)

would be the proportion of such repetitions in which Y had
a positive value. It is crucial to appreciate that we are not
referring here to repeated measurement of Y . In order for
P(Y > 0) to have meaning as a frequency probability it is
necessary that we consider a sequence of repetitions in which
the measurand itself varies. In just about all applications of
metrology there cannot be repetitions of the measurand; its
value is a unique, unvarying quantity.

We cannot obtain a probability distribution of the
measurand using the frequency definition of probability.
Instead, as has increasingly been acknowledged as the GUM
has evolved through its Supplements towards the forthcoming
revision (Bich et al 2012), it is only the definition of probability
as a degree of belief that is applicable. The measurement result
is necessarily a degree of belief probability distribution.

1.3. Frequentist and Bayesian statistics

There is a further implication that we cannot derive a
measurement result using frequentist statistical methods
because they are based upon the frequency definition of
probability. This is a rather unpalatable truth to those who have
been persuaded that frequentist statistical methods do address
measurement uncertainty, and for whom frequentist tools such
as a confidence interval appear to be appropriate summary
quantifications of measurement uncertainty. So it is important
to demonstrate quite clearly why they are not. Suppose that
a frequentist 95% confidence interval has been constructed
for a measurand Y , which for convenience of exposition we
suppose is dimensionless, and that this interval is from 4.32 to
4.43. The temptation to believe that this means ‘there is a 95%
probability that Y lies between 4.32 and 4.43’ must be resisted
because this is simply not true. The correct interpretation is,

‘if this measurement were repeated many times on the same
measurand, with new data each time, and if the same method
were used to construct a 95% confidence interval for Y on each
new set of data, then 95% of those intervals would contain the
true value of Y ’. It does not, and cannot, say anything about
whether this particular instance of the confidence interval,
from 4.32 to 4.43, contains Y . The point is that Y is not
varying; it is the computed confidence interval that varies.
In frequentist methods the measurand is always fixed and the
calculations always refer to many repeated applications of the
same measurement process to that same measurand with new
data each time. We cannot use frequentist methods to make
probability statements about Y because Y is not repeatable; in
frequentist theory Y is simply not something to which one can
assign probabilities.

Where statistical methods are used to derive measurement
results, they will necessarily be Bayesian because these are
the statistical methods which embrace the degree of belief
definition of probability. Frequentist methods are simply not
fit for purpose.

1.4. Issues for the GUM and metrology

The following points review the preceding discussion and
introduce a number of issues that we believe should be
considered carefully by the Joint Committee for Guides to
Metrology (JCGM, www.bipm.org/en/committees/jc/jcgm/).

(1) The measurement result is the probability distribution for
the measurand.
In the conventional view of the present GUM, the result
is a number (with units) that may be variously referred
to as a measured value or an estimate. We have argued
that this is inadequate, and puts the cart before the
horse—the estimate is derived from the distribution, so
the distribution is the more fundamental result.
Measurement is therefore a process of deriving a
probability distribution for the measurand. This has some
far-reaching implications.

(2) An estimate of the measurand may be derived from the
measurement result, for the purposes of communication,
but is only a summary.
Several summaries of location are possible. The JCGM
may choose to standardize on, for example, the mean of
the distribution, but we would advise otherwise. Where
the distribution is highly skew, the median may be a more
useful summary for communication purposes. Note also
that the mean is not invariant under transformation; for
instance, the mean of exp(Y ) is not the exponential of the
mean of Y .

(3) An expression of uncertainty may be derived from the
measurement result, for the purposes of communication,
but is only a summary.
Several summaries of uncertainty are possible. The GUM
has in effect standardized on the standard deviation of the
distribution, which it calls the standard uncertainty, but we
would advise consideration of alternatives. For example,
a summary such as the interquartile range has merit in
some situations. The full quantification of uncertainty
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is the distribution. Since this is also the measurement
result, quantification of uncertainty becomes intrinsic to
measurement itself, not a subsequent add-on activity.
It is important to be clear that the standard uncertainty is
an expression of uncertainty in the measurand, not in the
estimate.

(4) Good measurement requires accurate and complete
quantification of uncertainty.
Conventionally, good measurement is about achieving
high accuracy and thereby reducing uncertainty about the
measurand. This will always be a key preoccupation
of metrology, but since the measurement result is now
defined as a probability distribution, good measurement
also requires that this distribution be accurately evaluated.
In particular, all sources of uncertainty must be accounted
for, since otherwise the probability distribution will not
be sufficiently wide. Only if two measurements both
satisfy this condition does it then make sense to apply
the conventional criterion and say that one is better than
other because it results in a measurement result expressing
less uncertainty.

(5) The measurement result is a probability distribution with
probabilities interpreted always as degrees of belief.
As argued above, the frequency definition of probability
cannot apply to measurement results. Similarly, statistical
methods used for measurement must be Bayesian;
there is no role for frequentist statistics in constructing
measurement results.

2. Belief and judgement

If the measurement result is a probability distribution for the
measurand, and if that distribution must necessarily be based
on probability as a degree of belief, then we must address the
question, whose degree of belief? The answer is that it should
be the belief of the person who is making the measurement.
We will call this person the ‘analyst’, and to avoid convoluted
gender-neutral language we will suppose that the analyst is
female. As far as possible the measurement result should be
a probability distribution for the measurand that represents
an objective, rational assessment of belief and knowledge
about the measurand, based on the available evidence and on
metrological theory and principles. Ultimately, though, it is
the judgement of the analyst, who is the person best placed to
understand the various sources of possible error or bias which
give rise to her uncertainty. If the reader is uncomfortable with
the idea that the measurement result is a personal judgement,
and if this seems fundamentally unscientific, then it is only
necessary to recognize that the analyst always has to choose
a suitable model for measurement (either a statistical model
or a physical model); at the heart of any measurement there is
always judgement, which here we are simply making explicit.

The role of metrological theory and principles is to
assist the analyst with that judgement, to make it as rational
(as scientific) as possible. Unfortunately, when it comes to
providing that assistance the GUM and its Supplements fall
short in a number of ways. An example will illustrate the
issues involved.

2.1. A really simple example

Suppose that we have an instrument that provides direct
‘measurements’ of the measurand Y and we obtain a sample
of 10 such indications X1, X2, . . . , X10. The standard solution
now is to use the sample mean X̄ as a statistically derived
estimate of Y . If SX is the sample standard deviation of the Xis,
then the standard uncertainty associated with X̄ is computed as
S = SX/

√
10 and following the GUM Supplement 1 (BIPM

2008b) the distribution to describe uncertainty in this estimate
is t (with 9 degrees of freedom and scale parameter S2—the
standard uncertainty may now be adjusted to S

√
9/7).

Although this solution uses the conventional language
of an estimate and ‘uncertainty in the estimate’, there is a
Bayesian analysis which produces effectively the same answer
but following the principles set out in section 1.4: (a) the
measurement result is that Y has a t distribution with 9 degrees
of freedom, mean X̄ and scale parameter S2; and (b) some
summaries of this result are the mean (or estimate) X̄ and the
standard deviation (or standard uncertainty) S

√
9/7. However,

this analysis relies on a number of assumptions.
First, the data Xi are assumed to be normally distributed.

If the sample size were considerably larger, we could invoke
the Central Limit Theorem to dispense with this assumption,
at least as an approximation. For a sample of 10 we have to
assume that the distribution of the individual Xis is sufficiently
close to normal for X̄ to be approximately normal. It is worth
noting in passing that if the distribution of the Xis is not normal
then X̄ is no longer necessarily the best estimate of Y .

Second, a very specific prior distribution is assumed, of a
form commonly claimed to be ‘non-informative’. Different
prior distributions would produce different answers. Even
different distributions that are advocated as non-informative
would give different results. There is no agreement in the
academic community about which non-informative prior is
‘right’, and indeed it is fairly clear that there is no ‘right’
answer. In principle, the prior distribution is an opportunity
for the analyst to incorporate other information that she may
have about Y . Although it will often be the case that her
prior knowledge is very weak relative to the information in
the data {X1, X2, . . . , X10}, cases will surely arise where prior
information may make an appreciable contribution to increased
measurement accuracy (reduced uncertainty). The GUM is
silent regarding how to formulate prior distributions.

Third, it is assumed that the Xis are unbiased, that the
expected value of each Xi is Y . In reality we must always
question this. The calibration of any instrument is likely to
be less than perfect, and the technician using it may also
introduce a bias, depending on complexity of the instrument
and his or her level of skill. It is usual to at least mention
these possibilities, and where there is substantial evidence
regarding calibration errors or inter-operator variation then
these additional uncertainties may be assessed. However,
unless such evidence is overwhelming the quantification of
these uncertainties remains a matter of judgement.

2.2. The analyst’s judgement

How should the analyst approach this example, when the
objective is to specify her distribution for Y ? There are many
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possible solutions. The simplest is direct assessment of her
beliefs: she looks at the data, thinks about any other relevant
knowledge or experience that she has, considers what she now
believes about Y and makes judgements. This is a process
of pure judgement in which any ‘analysis’ of the evidence is
done mentally. For instance, the analyst sees that X̄ = 3.2 and
feels that Y is equally likely to be larger than 3.2 or smaller
than 3.2; she sees that S = 0.2 and judges that there is a
probability of just 0.25 that Y is larger than 3.4, and so on.
Through judgements such as these, the analyst specifies her
probability distribution for Y . Direct assessment allows her
to bring all her knowledge to bear, for instance increasing her
judgement of the probability that Y exceeds 3.4 to allow for
calibration/operator/laboratory biases, or deciding that one of
the data values is too far from the others and so was probably
poorly made and should be ignored.

At this point, the reader may well doubt the author’s sanity.
Surely this ‘direct assessment’ is totally unscientific and in flat
contradiction of the author’s claim that measurement results
should be subject to scientific rigour? Before we answer
that question, consider a situation where only one data point
is available, X1, and little is known about the properties of
the process by which that value was obtained. In that case,
direct assessment is the only realistic approach to judging the
uncertainty about Y . It may not be metrology as we would
wish it to be, but it is nevertheless a serious approach to
measurement. It produces the analyst’s probability distribution
for Y , and this is the measurement result. By our definition,
direct assessment is measurement. But it might not be good
measurement, according to point (4) of section 1.4.

Returning to the original example of ten data values, direct
assessment would indeed be a poor measurement process to
use. Rather than try to assimilate mentally the information
contained about Y in the ten values, the analyst clearly
should use statistical analysis. The merit of this is that the
relationship between the Xis and Y is formally modelled,
allowing the information in the data to be captured with
Bayes’ theorem. The statistical analysis is simply a better
measurement instrument. Bayes’ theorem is an example of
elaboration, the technique by which uncertainties that are
difficult to quantify directly are expressed in terms of others
that are easier to assess; see O’Hagan (1988).

Having decided to employ the statistical analysis, though,
we must still take account of the assumptions. Wherever there
are assumptions in a measurement model we must expect
them to be inaccurate, and the impact of these inaccuracies
introduces additional uncertainty regarding the measurand.
For instance, the possibility of bias in the measurements can be
formally modelled by saying that the expected value of each Xi

is Y +δ, where δ is the bias. The probability distribution derived
from the above analysis is then the distribution of Y + δ, and in
order to derive the distribution of Y we need also a distribution
for δ. If there are other data concerning the magnitude of
δ, for instance from inter-laboratory studies, then the analyst
can extend the statistical modelling to include these. But in
the absence of hard data of this kind her distribution for δ

becomes a judgement; direct assessment is the appropriate way
to quantify this source of uncertainty.

The same considerations apply to the prior distribution.
Where there is additional hard evidence relating to Y , beyond
the ten data values, then the statistical modelling can be
extended to include these. In the absence of such data, the
prior distribution becomes the analyst’s judgement, based on
what experience and knowledge she has, and again requires
direct assessment.

In respect of the measurand of interest, direct assessment
will generally be considered a measurement of last resort, but
there will often be components in a measurement model for
which expert judgement is an important source of knowledge
and direct assessment is appropriate. The example has
highlighted how even in the simplest of metrology problems
there are lurking assumptions which should not be ignored
because they contribute to the overall uncertainty regarding
the measurand, but for which the best option for quantifying
their contributions is simply direct assessment.

3. Elicitation

What we have called direct assessment in the preceding section
(following O’Hagan 1988) is better known as elicitation.
Elicitation is the process of formulating the knowledge and
beliefs of one or more persons (commonly termed experts)
regarding an uncertain quantity of interest (QoI) in the form
of a probability distribution. It is a substantial research area
with a literature spread over diverse fields of application; see
the books by Cooke (1991) and O’Hagan et al (2006). We
present here only an outline of key points, emphasizing how
the elicitation of expert judgements can be done with scientific
rigour, and so can play an important role in metrology.

3.1. Challenges

In order to meet our standard of scientific rigour, there are
several important challenges.

First, there is considerable research in psychology
pointing to potential biases in people’s judgements of
probability. To elicit a probability distribution involves a
number of probability judgement tasks, and the research shows
that these judgements can be biased in different ways by the
formulation and choice of tasks, and even by the order in which
they are done. For instance, a natural way to think of assessing
a distribution is (like the conventional approach in metrology)
to first construct an estimate and then to think of uncertainty
around this estimate. However, psychologists find that in
this formulation of tasks the uncertainty is typically under-
estimated, due to a phenomenon known as ‘anchoring’—the
estimation of an interval of uncertainty is by adjusting away
from the estimate, but the estimate serves as an anchor and
adjustment is inadequate. Another source of bias arises from
the ‘availability’ of relevant information. When asked to
judge how likely something is, people rely on whether they
can quickly call to mind supporting instances, with the result
that only some of the relevant evidence is used. Anchoring,
availability and various other important biases are discussed
fully in O’Hagan et al (2006, chapters 3 and 4).
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The second challenge lies simply in the unfamiliarity of
the judgement tasks. People are not used to assessing their
degree of belief about uncertain quantities and expressing
degrees of belief as probabilities. In order for these judgements
to be made well, it is necessary to give training and practice.

When the uncertain quantity is sufficiently important, it is
usual to seek opinions from more than one expert. The third
challenge is for the analyst to obtain a probability distribution
for the QoI that represents the aggregate beliefs of the experts.
One approach involves eliciting separate distributions from the
experts, in which case the analyst’s challenge is to synthesize
those different distributions into a single result. Another
approach involves bringing the experts together to elicit a
distribution representing their combined opinions, but then the
interaction of the experts brings several new potential biases
into play.

3.2. One expert

Elicitation methodology is usually cast in terms of one or
more experts having judgements elicited with the help of
a facilitator. This is a useful framework, even though in
metrology the norm may prove to be for the analyst herself
to employ direct assessment to obtain her distributions for
one or more components of a measurement model, without
the involvement of an external facilitator. Posing questions to
herself in the way that a facilitator would is a good discipline
to encourage careful judgement.

Good practice for eliciting a distribution from a
single expert is reasonably well understood. The
following steps are derived from the SHELF approach
(http://tonyohagan.co.uk/shelf; Oakley 2010), but similar
protocols are used by other practitioners of elicitation.
They are designed specifically to meet the challenges of
psychological biases.

(1) The facilitator asks the expert to review all relevant
evidence relating to the QoI. This is to minimize the
availability bias.

(2) The expert is asked to specify an upper credible bound U

and a lower credible bound L. These should be such that
the expert would be very surprised if the true value of the
QoI turned out to be above U or below L. The facilitator
makes it clear that he is not asking for absolute physical
limits for QoI but for the expert’s judgements about the
credible interval.

(3) The facilitator now asks the expert to specify her median
value M for the QoI. This is a value such that the expert
believes the QoI is equally likely to be above or below M .
She should not feel that either of the two intervals (L, M)

or (M, U) is more likely to contain the QoI than the other.
The median is a kind of estimate of the QoI but with a
clear and specific interpretation. The judgement of equal
probability is found to be one of the simplest probability
judgements for experts, and so is generally judged quite
reliably.

(4) The expert is now asked for a value Q3, formally the
upper quartile of her distribution, such that she regards
the two intervals (M, Q3) and (Q3, U) to be equally

likely. Although again the expert is asked for a judgement
of equal probability, this is a more difficult judgement
in practice because the expert has to divide the interval
(M, U) into two equally likely parts. The facilitator also
asks for a value Q1 (the lower quartile) such that the expert
regards the intervals (L, Q1) and (Q1, M) to be equally
likely. The facilitator may point out the implication that in
fact all four of the intervals (L, Q1), (Q1, M), (M, Q3)

and (Q3, U) are equally probable (with probability 0.25
in each case). The reason for beginning with the credible
bounds is so that the judgement of the quartiles is not
anchored to the median; U and L serve as counter-anchors
pulling the quartile judgements in the opposite direction
to M .

(5) The facilitator now fits a distribution to the elicited
values L, Q1, M, Q3 and U . The fitted distribution
should give only small probabilities outside the credible
bounds, and should have roughly equal probabilities in
the four intervals that the expert has judged to be equally
probable. The facilitator shows the fitted distribution to
the expert and provides some implied values as feedback
for verification. For instance, the facilitator might report
the value p5 (the fifth percentile) such that there is only
a probability of 0.05 that the QoI will be below p5 and
ask the expert to confirm that this would also match
her judgement. If the expert does not accept the fitted
distribution or any of the implied feedback, the steps
above are revisited with a view to adjusting either the
expert’s judgements or the fitted distribution to achieve
a satisfactory elicited distribution.

It should be obvious from this procedure that elicitation is
an imprecise process of judgement. We know that changing the
questions slightly, or even asking the expert the same questions
on another day, could yield different judgements. Furthermore,
the facilitator’s choice of a fitted distribution introduces an
element of arbitrariness. Nevertheless, in practice the elicited
distribution will capture the most important features of the
expert’s knowledge. The median, even accepting that it is an
imprecise judgement, will place the distribution in the area of
values that the expert believes are most likely for the QoI, and
the quartiles (together with the credible range), even accepting
that they are also imprecise, will ensure that the distribution
places high probability to the more likely values of the QoI
(in the expert’s opinion) and low probability to the unlikely
values. Any fitted distribution that agrees well with the expert’s
judgements should preserve these features and will be much
like any other choice.

3.3. Multiple experts

The approach of bringing several experts together to elicit
a jointly agreed set of judgements is known as behavioural
aggregation. It is the approach used by SHELF, which provides
some guidance to the facilitator on managing the interaction
between the experts. Some characteristics of SHELF are worth
noting.

• Distributions are initially elicited from the experts
individually, without discussion. This provides the
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facilitator with a view of the experts’ starting positions,
and provides a basis for the joint discussion.

• After discussing and attempting to resolve differences
of initial opinion, the experts are asked to make joint
judgements that represent what an intelligent, impartial
observer might believe about the QoI after listening to
their various opinions. This formulation recognizes that
the experts will still typically have differing opinions, but
they are asked to acknowledge that an external observer
would not be persuaded to follow any one expert’s opinion.

• SHELF provides templates for documenting the elicitation
process, as well as some software for fitting distributions.

Although behavioural aggregation is best performed face to
face, an on-line implementation of the SHELF approach has
recently been made available (http://optics.eee.nottingham.
ac.uk/match/uncertainty.php; Morris et al 2014).

The alternative to behavioural aggregation is mathe-
matical aggregation, in which a formula is used to combine the
distributions elicited from a number of experts. An extensively
used and well researched method employing mathematical
aggregation is known as Cooke’s classical model (Cooke 1991,
chapter 12). This approach is characterized by eliciting the
experts’ judgements about a number of seed variables in
addition to the QoI. The true values of the seed variables
are known to the facilitator but not to the experts, and they
are designed otherwise to be as similar as possible to the
QoI. The aggregation formula used is a weighted average
of the experts’ individual distributions for the QoI. The
weights are derived by scoring each expert according to their
performance on the seed variables. The principal challenge
in the classical model is to construct suitable seed variables,
because the method has an implied assumption that the experts’
performance on these is a measure of their performance in
judging the QoI. Software is also available for this method
(http://risk2.ewi.tudelft.nl/oursoftware/6-excalibur).

4. Mass calibration example

To illustrate the use of genuine subjective probability
judgements we examine the mass calibration example from the
GUM Supplement 1 (GUMS1), section 9.3. The measurand
Y in this example is δm, which is modelled in terms of five
uncertain inputs mR,c, δmR,c, ρa , ρW and ρR through the
formula

δm = (mR,c +δmR,c)

[
1 + (ρa − ρa0)

(
1

ρW

− 1

ρR

)]
−mnom,

where ρa0 is a known value (1.2 kg m−3) and mnom is the known
nominal mass (100 g). The GUMS1 contrasts the result of
applying the Monte Carlo method to evaluate the distribution
of δm with the application of the uncertainty propagation
method of the GUM. For this example it is supposed that
the only information available regarding mR,c and δmR,c is an
estimate and a standard uncertainty for each, whereas the only
information available for ρa , ρW and ρR is lower and upper
bounds for each. For the purposes of comparison with the
GUMS1 results for this example we accept the claims of very
limited information; in practice, the analyst should carefully

consider all available information, including possible sources
of bias or underestimation of uncertainty in the given data,
together with her own experience and expertise

4.1. Maximum entropy distributions

Following its advocacy of the principle of maximum entropy
in section 6.3, the GUMS1 assigns Gaussian distributions to
mR,c and δmR,c and rectangular distributions to the other three
inputs. However, the maximum entropy approach has many
flaws and inconsistencies, some of which are illustrated in this
example.

Consider first the assumption of a rectangular distribution
for an input X for which we know only lower and upper bounds,
say a and b. The GUMS1 recommends here assigning the
rectangular distribution R(a, b). However, in this case the
relevant inputs are all densities which must be positive and
for which it is not unreasonable to work on a logarithmic
scale. Had the information about X been expressed as bounds
ln a and ln b for ln X, then the recommendation would have
been to assign the distribution R(ln a, ln b) to ln X, which
implies a different distribution for X. This lack of invariance
to transformation of the quantity is a well-known deficiency of
maximum entropy.

More importantly, the rectangular distribution will almost
never be a sensible choice of distribution. The only situation in
which this author can conceive that a rectangular distribution
would be a reasonable expression of belief about a quantity is
when it is based on a single indication from an instrument
which is known to be perfectly calibrated, and for which
the only uncertainty arises from the instrument’s readout
being rounded to a fixed number of digits. In this example,
the relevant inputs are all densities for which rectangular
distributions would not conceivably represent plausible beliefs.

• First, it is implausible that the stated bounds are absolute,
in the sense that the analyst should assign zero probability
to X lying below a or above b. It would always be prudent
to allow some probability for these bounds failing to hold.

• Second, it is unreasonable to believe that X has the same
probability of lying in the range (a, a + ε) or in the range
(b−ε, b) as in the range (x−ε/2, x +ε/2) for some small
value ε (and that there is zero probability in the ranges
(a − ε, a) and (b, b + ε)). In practice, it is almost always
realistic to believe that X is more likely to be somewhere
near the middle of the range than close to the ‘bounds’.

Turning to the choice of Gaussian distributions for mR,c

and δmR,c, this is again based on the principle of maximum
entropy. A Gaussian distribution in such a situation is not
so obviously unrealistic as the rectangular distribution, but
it can still be criticized. Entropy is a particular measure of
the amount of information in a density which results in the
Gaussian distribution being deemed the least informative of
all distributions with given mean and variance. However,
Gaussian distributions are notable for their very thin tails,
implying a belief that the probability of a deviation from
the mean decreases extremely rapidly with the magnitude
of that deviation once it exceeds one standard deviation.
In general a more prudent choice of distribution would be
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Table 1. Original and alternative input distributions.

Input GUMS1 Alternative

mR,c (mg) N(100 000, 0.052) t4(100 000, 0.052/2)

δmR,c (mg) N(1.234, 0.022) t4(1.234, 0.022/2)

ρa (kg m−3) R(1.1, 1.3) Ga(552, 460)

ρW (kg m−3) R(7000, 9000) Ga(244.4, 0.306)

ρR (kg m−3) R(7950, 8050) Ga(98400, 12.3)

Table 2. Summaries of the posterior distributions of δm (mg) from
the original and alternative input distributions.

Standard
Mean uncertainty 95% interval

GUM first order 1.2340 0.0539 [1.1285, 1.3395]
Original MC (GUMS1) 1.2341 0.0754 [1.0834, 1.3825]
Original MC (New) 1.2340 0.0755 [1.0845, 1.3837]
Alternative MC 1.2340 0.0680 [1.0972, 1.3710]

one with heavier tails, admitting the possibility (albeit still
small but not vanishingly so) of a deviation of three or more
standard deviations. For this reason, even when not formally
arrived at by analysis of a sample of indications, a shifted-
and-scaled t distribution will often be a more reasonable
representation of belief. It may formally have less entropy
than the corresponding Gaussian distribution, but it represents
a more prudent and sceptical belief.

Table 1 presents the distributions assigned to each input
in the GUMS1 treatment of the mass calibration example and
a suggested alternative that we argue is a more reasonable
subjective, degree of belief, distribution. The t distributions
have the same means and standard uncertainties as their
Gaussian counterparts. The gamma distributions have means
equal to (a +b)/2 and assign probability of 95% to the interval
[a, b].

Table 2 gives the resulting means, standard uncertainties
and 95% probability intervals for δm. The figures for the
original distribution assignments, copied from table 6 in
section 9.2.3.2 of the GUMS1 where they were computed
using 0.72 × 106 Monte Carlo iterations, are shown in the
row labelled ‘Original MC (GUMS1)’. Note that as pointed
out in GUMS1 section 9.3.2.5, the first order expansion of
the GUM for this problem is based only on the means and
standard uncertainties of mR,c and δmR,c, and so is unaffected
by the alternative distribution assignments—the figures for this
analysis are in the row labelled ‘GUM first order’ and are also
copied from the GUMS1’s table 6. Those in the row labelled
‘Alternative MC’ have been computed with the alternative
distribution assignments using 5 × 106 Monte Carlo iterations
and the WinBUGS program (Lunn et al 2000). For reference,
the figures in the row ‘Original MC (New)’ have also been
computed using 5 × 106 iterations in WinBUGS.

The principal effects of the new distributions are
reductions in the standard uncertainty and in the width of
the 95% interval for δm. The change from Gaussian to
t distributions in this example has had negligible effect;
the difference is due to the change from rectangular to
gamma distributions. The magnitude of the difference
is material, being larger than the threshold used in the

original GUMS1 example to determine validity. The example
therefore demonstrates that genuine degree-of-belief choices
of input distributions can make a difference compared with
the GUMS1’s endorsement of the contentious principle of
maximum entropy.

The repeat of the Monte Carlo analysis with the original
distributions suggests that the final reported figures were not
stable to the number of reported decimal places with the
GUMS1’s sample size of 0.72 × 106.

5. Discussion

The focus of the GUM and its supplements has been to
provide recipes for the use of various kinds of data to construct
measurements and associated expressions of uncertainty.
Apart from the matter of judgement regarding which data
to employ and which recipes are appropriate for a given
measurand, the role of expert judgement has generally not
been acknowledged. Where a recipe is based on Bayesian
methods the underlying prior distribution is not discussed; the
recipe relies on an arbitrarily chosen ‘non-informative’ prior.
Where the analyst must assign a distribution to an input for
a physical measurement model the GUM recommends the
maximum entropy method, rather than asking for a judgement.
If the perspective of this article of defining the measurement
result to be the probability distribution of the measurand is
adopted, then these omissions are brought into sharper focus,
because understating or improperly quantifying uncertainty is
clearly a failure of measurement.

We have argued that the only appropriate form of
probability that is appropriate to expressions of uncertainty
about the measurand is subjective probability, and hence that
all probabilities are quantifications of (the analyst’s) degrees
of belief. The mass calibration example demonstrates that
recognizing this need for judgement, rather than adopting the
maximum entropy approach, can produce materially different
expressions of uncertainty. It is our view that maximum
entropy is unfit for the purpose of determining distributions
for inputs in measurement models.

In the mass calibration example we chose not to
incorporate additional information which the analyst might
reasonably have, for instance regarding possible biases in the
given data. In practice we advocate a careful and thoughtful
process of expert judgement known as elicitation. Elicitation is
not a trivial task if it is to meet the highest achievable standards
of scientific rigour. The challenges of giving practising
metrologists the experience and tools with which to undertake
elicitation, and the knowledge of when to use it, are also
non-trivial. There are also practical challenges in embracing
the idea that a measurement outcome should be a probability
distribution, not the least of which is identifying appropriate
forms in which to report a distribution, for instance on a
calibration certificate.

The JCGM can play a pivotal role in meeting those
challenges for the benefit of future metrology.
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